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This appendix consists of three parts. Section 1 compares alternative methods for imputing
censored wages in the TAB data. Section 2 evaluates the ability of each imputation method to
recover the censored part of the wage distribution using the GSES data where wages are not top-

coded. Section 3 compares trends in inequality in the GSOEP and the TABS.

1 Imputation of Censored Wages

As in many administrative data sets, in the IABS each year between 9% and 14% of the male wage
distribution is censored. Censoring is less severe among women: Here, less than 5% of the wage
observations are censored each year. Censoring also varies widely across education groups. It is
negligible among the low-skilled (here, less than 1% of wages are censored). For the high-skilled,
in contrast, more than 50% of the wage observations are censored. Due to censoring, much of our
analysis focuses on changes in the uncensored part of the wage distribution up to the 85th percentile,
and imposes no distributional assumptions on the error term. However, some of our findings—in
particular those in residual inequality—require distributional assumptions. We have imputed the
censored part of the wage distribution under six alternative distributional assumptions. This section
describes each imputation method, and compares changes in residual inequality for the different
imputation methods.

Our baseline results (i.e., those reported in the paper) assume that the error term in a wage
regression is normally distributed, with different variances for each education group and each age
group. We label this imputation method "normal, some heteroskedasticity". In order to impute
censored wages under this assumption, we estimate censored regressions (allowing for a different
variance for each education and age group) separately for each year (and thereby allow the variance
in each group to vary across years). We control for all possible interactions between three education

and eight age categories. We then impute censored wages as the sum of the predicted wage and a



random component drawn from a normal distribution with mean zero and a separate variance for
each education and age group, obtained from the standard error of the forecast. We prefer to work
with imputed wages rather than with censored wages because wage residuals can be computed in a
straightforward manner. A comparison between OLS estimates based on imputed wages and tobit
estimates based on censored wages shows that both the estimates and the standard errors are almost
identical.

We conduct five robustness checks.

1. (Imputation Method 2) First, we impute wages in a similar manner, but restrict the variance
to be the same across education and age groups. This imputation method is labeled "normal,

no heteroskedasticity".

2. (Imputation Method 3) Second, we continue to assume that the error term is normally dis-
tributed, but allow for a separate variance for each education and age cell. This imputation

method is labeled "normal, full heteroskedasticity".

3. (Imputation Method 4) As a third robustness check, we replace censored values with 1.5 times
the censoring limit, similar to US studies based on the CPS. We label this imputation method

"1.5 times censoring limit".

4. (Imputation Method 5) However, imputations based on the normal distribution assumption
suggest that this factor is too high, and is in fact closer to 1.2. As a fourth robustness check,
we replace censored values with 1.2 times the censoring limit. We label this imputation method

"1.2 times censoring limit".

5. (Imputation Method 6) Fifth, we impute wages under the assumption that the upper tail of
the unconditional wage distribution follows a pareto distribution. This imputation method is
labeled "pareto". We implement this method as follows. In the first step, we fit (for each year
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separately) a Pareto distribution to the upper tail of the wage distribution. Since the empirical
wage distribution is concave near the median but the pareto distribution is globally convex, we
choose the 60th percentile of the wage distribution as the lower limit of this upper tail. Fitting
is performed by maximizing the log-likelihood of the pareto-distribution where censoring of
wages from above is accounted for by adding the complement of the value of the distribution
function of censored observations to the likelihood. In the second step, we replace censored

observations with draws from the fitted (truncated) pareto distribution.

Figure 1* plots the standard deviation of log-wages (Panels A and C) and log-wage residuals
(Panel B and D) for men and women. In addition to the six imputation methods just described, we
also plot the standard deviation when censored observations are dropped. The figure shows that the
imputation method affects the level of the standard deviation. Not surprisingly, it is lowest when
the top 15% of observations are dropped. The standard deviation is highest when censored wages
are imputed under the Pareto assumption, or when censored wages are replaced by 1.5 times the
censoring limit. However, all imputation methods show a steady increase in the standard deviation
of log-wages and log-wage residuals for men, and an increase starting in the mid- to early 90s for
women.

Figures 2 and 3 in the paper are solely based on the uncensored part of the wage distribution,
and are therefore not affected by alternative imputation methods. Our findings on polarization
(Figure 7) are likewise not affected by wage censoring. The computation of the composition-constant
counterfactual distribution of overall inequality in Table 2 does not impose distributional assumptions
on the error term, either. However, distributional assumptions are required in order to compute the
counterfacutal distribution of residual inequality. Table 2* reports the counterfactual distribution
of residual inequality for our 6 alternative imputation methods. Overall, results are very similar for

alternative imputation methods. Note, however, that for the imputation rules that replace censored



observations with 1.2 or 1.5 times the censoring limit, the composition-adjusted 85/50 wage gap
slightly exceeds the observed 85/50 wage gap. Table 4* displays the counterfactual distribution of
residual inequality when unionization in addition to age and education is held constant, using the
LIAB data. Again, results are similar across alternative imputation methods.

Turning to between-group inequality, Figure 5* plots the medium/low (Panel A) and high/medium
(Panel B) wage differentials for the alternative imputation methods. All imputation methods show a
slight decline in the medium/low wage differential throughout the late 70s and 80s, and a substantial
increase throughout the 90s. The medium/low wage differential is slightly larger when censored wages
are imputed under the Pareto assumption or when they are replaced by 1.5 times the censoring limit.
In contrast, the different imputation methods yield very different trends in the high/medium wage
gap during the late 70s. Throughout the 80s, the level of the high/medium wage gap also varies
across imputation methods, with the gap being smallest when censored observations are replaced
by 1.2 times the censoring limit, and highest when censored observations are imputed under the
assumption that the error term is normally distributed with a different variance for each education
and age cell. However, from the mid-80s onward, all imputation methods show a similar trend in the
high/medium wage gap. It is not surprising that throughout the late 70s, the different imputation
methods produce very different estimates for the high/medium wage gap. Between 1975 and 1979,
73% of the wage observations of the male high-skilled are censored, and the high-skilled make up 4.8%
of the male working population. For comparison, between 2000 and 2004, in contrast, 48% of the
wage observations are censored, and the high-skilled make up 13.0% of the male working population.
These results highlight that trends on the evolution of the high/medium wage gap should be treated
with considerable caution.

To sum up, with the exception of the high-medium wage differential in the 70s, inequality

trends (though not necessarily inequality levels) are very similar across alternative imputation



methods.

2  Which Imputation Method Works Best?

This section uses the GSES (German Structure of Earnings Survey) data to evaluate which imputation
method performs best at recovering the censored part of the wage distribution. We prefer the GSES
over the GSOEP for this analysis because of the much larger sample size. The GSES is a survey
of about 27,000 establishments, conducted by the German Federal Statistical Office. Participation
in the survey is compulsory. Contrary to the IABS and LIAB, there is no wage censoring in the
GSES. A scientific use file of the GSES is currently available for researchers for the year 2001. The
survey covered establishments with more than ten employees. In smaller establishments with less
than 50 employees, the survey covers all employees; in larger establishments, the information refers to
a random sub-sample of employees. Wage data refers to October. Similar to the IABS, the education
variable is missing for about 10% of the observations. Unlike the ITABS, the GSES does not allow
the imputation of missing observations. We therefore distinguish four education categories, with
"missing" as the fourth category.

In the first step, we replace all wage observations in the GSES that are above the IABS censoring
limit for the year 2001. In the second step, we impute censored wages in the GSES in the same way
as in the IABS. Table Al compares the share of "censored" observations in the IABS and GSES
by age and education group. The share of censored observations is slightly larger in the GSES and
TABS. Note that in both data sets more than half of the wage observations of the high-skilled are
censored. This suggests that the GSES provides useful information about the censored part of the
wage distribution in the TABS.

In Table A2, we compare the true and imputed standard deviation of log-wages (Column 1),

the standard deviation of log-wage residuals (Column 2), the 85/50 and 50/15 residual wage gaps



(Columns 3 and 4) as well as the medium/low and high/medium wage differentials (Columns 5 and
6). When we compute the standard deviation of log-wage residuals or the 50/15 and 85/50 residual
wage gaps, our regressions control for all possible interactions between four education categories
(which includes one category for missing observations) and eight age categories. The education wage
premiums are obtained simply by regressing log-wages on the education dummies.

The three imputation methods based on the normal distribution as well as the substitution of
censored observations with 1.2 times the censoring limit slightly underestimate, whereas the Pareto
imputation as well as the substitution of censored observations with 1.5 times the censoring limit
overestimate the standard deviation of log-wages (Column 1). Note that these two imputation meth-
ods also yield the highest standard deviation in the IABS data (see Figure 1*). Imputation method
1 that assume that the error term is normally distributed and allows for different variances for each
age and each education group as well as imputation method 2 that restricts the variance to be the
same across all age and education groups outperform the other methods. A similar picture emerges
for the standard deviation of log-wage residuals (Column 2). All imputation methods are able to
closely replicate the 50/15 residual log wage gap (Column 4). Turning to the 85/50 residual wage
gap, imputation methods 1 and 2 again perform better than any other method. The same is true for
the the medium/low and high/medium wage differential.

To summarize, imputation methods 1 and 2 outperform the other imputation methods, in par-
ticular that based on the pareto distribution. Our baseline results (i.e., those reported in the paper)
are based on the more flexible method 1 that allows the variance to vary by age and education group.

Our findings are similar when we use imputation method 2.



3 Comparison Between GSOEP and IABS

This section compares trends in inequality between the German Socio-Economic Panel (GSOEP) and

the IABS.

Sample Selection and Variable Description The GSOEP is a representative longitudinal
study of private households. It was modeled after the PSID in the US. Once a year, all members
of the households aged 16 or older are questioned. Respondents who move continue to take part
in the study as long as the move is within Germany. The panel started in 1984; the last wave we
use is 2003. To make the GSOEP sample comparable to our TABS sample, we impose the same
sample-selection criteria. That is, we select all individuals in West Germany between ages 21and
60 who are working full-time (defined as working at least 30 hours per week) and not currently in
apprenticeship training. Since the IABS only covers workers within the social security system, and
thus excludes the self-employed and the civil servants, we construct a sub-sample that discards these
workers. We use three alternative wage measures. Our first measure is the monthly regular salary.
Our second measure includes one-time payments, such as bonuses, holiday and Christmas money. At
each interview date, respondents are asked about one-time payments in the past year. We therefore
use one-time payments from the past year to compute this year’s wage measure. This means that we
lose the final year (2003) from our sample. Our third measure is an hourly wage rate that includes
one-time payments. Here, we divide our monthly wage measure by the monthly hours worked. The
GSOEP asks about usual as well as actual weekly working hours. We use the maximum of the two,
and convert weekly hours worked into monthly hours worked by multiplying by 4.33. The wage
measure that is most similar to the one in the TABS is the second measure, i.e. a monthly wage that
includes one-time payments. All our results are weighted with the sampling weight provided by the

GSOEP to make them representative for the West German economy.



Trends in Inequality in the GSOEP and IABS Tables A3 (men) and A4 (women) report
the 85/50 and 50/15 wage gaps in each year, for three different specifications. Column I includes the
self-employed and civil servants and uses the monthly wage excluding one-time payments as the wage
measure. The second column refers to the same wage measure, but excludes the self-employed and
civil servants. The third column also excludes the civil servants and the self-employed, but includes
one-time payments in the monthly wage measure. This specification resembles that in the IABS most
closely. For comparison, column IV displays the wage gap in the IABS. Standard errors in parentheses
are bootstrapped with 100 replications. We investigate the importance of using an hourly wage as
opposed to a monthly wage in detail in Table A8. To preview our results, using hourly as opposed
to monthly wages does not have a large impact on measured inequality. To visualize the trends in
upper- and lower-tail inequality in the GSOEP and IABS, Panels A and B of Figures Al (men) and
A2 (women) plot the evolution of the 85/50 and 50/15 wage gaps for the different specifications,
including one based on hourly wages.

Consider first men. Table A3 and Figure A1l show that excluding the civil servants and the self-
employed or including one-time payments in the wage measure has little impact on the evolution of
the 85/50 and 50/15 wage gaps. The 50/15 wage gap started to increase sharply starting around
1993 — a finding that has also been stressed by Gernandt and Pfeiffer (2006). In fact, the rise in
lower-tail inequality between 1993 and 2002 in the GSOEP exceeds that in the IABS. In contrast,
between 1984 and 1993, the rise in the 50/15 wage gap is higher in the IABS than in the GSOEP.
The 85/50 wage gap also increased in the GSOEP; however, much of the increase is concentrated
in the years 1992 to 1995. The table and figure also highlight that the 85/50 and 50/15 wage gaps
are noisily estimated. Importantly, the hypothesis that the increase in 85/50 and 50/15 wage gaps
between any two years is the same in the GSOEP as in the IABS can usually not be ruled out at

a 5% level. For instance, using the specification that most closely resembles that in the IABS, the



change in the 50/15 and 85/50 wage gap between 1984 and 1993 is -0.001 and 0.043 in the GSOEP,
with a 95% confidence interval of [-0.041, 0.038] and [-0.020, 0.108]. Over the same period, the 50/15
and 85/50 wage gaps in the TABS rose by 0.029 and 0.035, respectively. Similarly, between 1993
and 2002 the 95% confidence interval for the 50/15 and 85/50 wage gap is [0.044, 0.154] and [-0.039,
0.103] in the GSOEP, while the observed change in the IABS is 0.059 and 0.058, respectively.

Just as for men, excluding the civil servants and self-employed or including one-time payments
hardly affects the evolution of the 85/50 and 50/15 wage gaps for women. Table A4 and Figure
A2 show that the 50/15 wage gap is substantially larger in the TABS than in the GSOEP, whereas
the 85/50 wage gap is of similar magnitude in the two data sets. One explanation for this finding is
measurement error in the full-time variable in the IABS; that is, our IABS sample may include women
who in fact work part-time. This is not a problem for men, since part-time work is uncommon. This
suggests that the IABS data for women, in particular at the lower end of the wage distribution, may
have to be interpreted with some caution. This is another reason why our main analysis focuses on
men. The change in both upper- and lower-tail inequality is similar in the GSOEP and IABS. Again,
we are usually not able to rule out the hypothesis that the change between any two years is the same
in both data sets at a 5% level. For instance, the 95% confidence interval for the change in the 50/15
wage gap between 1984 and 1993 is [-0.084, 0.071] in the GSOEP. The observed change in the IABS
is 0.008.

Tables A5 (men) and A6 (women), Panels C and D, compare the standard deviations of log-wages
and log-wage residuals in the two data sets. The corresponding figures are Figures A1 and A2, Panels
C and D. Our regressions control for all possible interactions between three education and eight age
groups. Results for the IABS are based on imputed wages that assume that the error term is normally
distributed with a different variance for each education and age group. In line with Tables A3 and A4,

the standard deviation of log-wages and log-wage residuals is considerably larger in the IABS than



in the GSOEP for women, but not for men. For both men and women, the standard deviations of
log-wages and log-wage residuals evolve similarly in the two data sets, although for men the increase
between 1984 and 1993 is somewhat more pronounced in the IABS than in the GSOEP. However,
the change (0.032) observed for men in the IABS is once again within the 95% confidence interval
[-0.018, 0.038] observed in the GSOEP.

Finally, Panels E and F in Tables A5 and A6 and Figures Al and A2 compare the medium/low
and high/medium wage differential in the TABS and GSOEP. The wage differentials are obtained
from regressions that control for all possible interactions between three education and eight age
groups and are computed as weighted averages of the respective premiums in each age group, where
the weights are the employment-weighted worker share in each age group, averaged over the entire
sample period. As before, results for the IABS are based on imputed wages. With the exception
of the last three years, the high/medium wage premiums for men look similar in the two data sets.
For women, the high/medium wage premiums tend to be larger in the IABS than in the GSOEP.
Turning to the medium/low wage differential, the GSOEP and TABS draw rather different pictures.
Contrary to the IABS, there is no evidence for an increase in the medium/low wage differential in
the 90s in the GSOEP for men or women. Notice that the skill premiums are particularly noisily
estimated in the GSOEP. For men, typical standard errors for the medium/low and high/medium
wage differentials are about 0.025 and 0.045; for women, they are even larger. This makes it difficult
to draw any firm conclusion about the evolution of education wage premia from the GSOEP.

To summarize, trends in the 50/15 and 85/50 wage gaps as well as in the standard deviations
of log-wages and log-wage residuals are roughly similar in the GSOEP and TABS, although much
of the increase in inequality in the GSOEP occurred after 1991. It is also important to stress that
due to the small sample size, estimates in the GSOEP are very noisy. It is therefore not surprising

that earlier studies that use data from 1984 to the mid-90s, such as the OECD Employment Report
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(1996), conclude that there is little evidence for a rise in inequality in Germany. However, the change
in the 50/15 and 85/50 wage gaps as well as the changes in the standard deviations of log-wages and
log-wage residuals observed in the TABS is within the 95%-confidence interval of that observed in the

GSOEP.

Hourly Wage versus Monthly Wage Inequality So far, our wage measure was a monthly
wage. However, the hourly wage is usually thought of as a better measure for the "price of labor" than
the monthly wage. It is therefore important to understand whether hourly wages or hours worked
are the primary source of the rise in earnings inequality. Unfortunately, the IABS only contains
information on full-time versus part-time work, but not on the number of hours worked. We now
compare the rise in hourly wage and monthly wage inequality in the GSOEP.

The first sets of columns in Table A8 compare the 85/50 and 50/15 wage gaps in the (log) monthly
wage and (log) hourly wage in the two data sets. The wage measure in the GSOEP includes one-time
payments, and the sample is restricted to those workers who are likely to be subject to social security
contributions. The specification based on monthly wages is the one that is most comparable to the
TABS. Panel A refers to men, and Panel B to women. Figures A1 and A2, Panel A and B, visualize
the evolution of hourly versus monthly wage gaps in the GSOEP, and compare it to that observed
in the IABS. For women, wage gaps based on hourly and monthly wages are very similar and not
statistically different from each other. For men, the rise in the 50/15 wage gap is slightly more
pronounced when using hourly instead of monthly wages are used, while the opposite is true for the
rise in the 85/50 wage gap. Note, however, that due to the small sample size in the GSOEP, wage
gaps are noisily estimated.

The second set of columns decompose the variance of the log monthly wage into three components:
the variance in the log hourly wage, the variance of hours worked, and the covariance between the

hourly wage and hours worked. The rise in the standard deviation of log monthly wages is very
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similar to that of log hourly wages, for both men and women. The variance of hours worked (among
full-time workers) is small, and has remained roughly stable over time. The covariance between
hours worked and the hourly wage is slightly negative, and has remained stable as well. Overall,
these findings suggest that the rise in earnings inequality observed in the IABS is primarily due to a

rise in hourly wage inequality.
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